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Virtual experts, usually also referred to as intelligent agents, are software models that emulate the 
decision-making ability of a human expert in a specific domain. The virtual expert represents the 
knowledge of the human expert, and contains some form of inference engine to reason about 
received inputs in order to derive at a prediction about the corresponding domain. The prediction 
accurately reflects the decision of the human expert provided the same inputs.

Virtual experts are not new, but have been in existance since the 1970s with the creation of the very 
first expert systems. From the early expert systems, up to more recent work where virtual experts 
are produced as the result of a data mining action on stored data, a number of different models to 
produce such virtual experts have been developed. These models, as hinted in the preceding text, 
can be broadly grouped into two categories of approaches:

• Knowledge-based approaches, such as expert systems, where the knowledge of a human 
expert is represented in some symbolic form (for example production rules) as facts and 
rules. An inference engine is included in expert systems, which receives inputs from the 
user, and using the facts and rules stored in the knowledge base, predicts an outcome.

• Data-driven approaches where the facts and rules that make up the knowledge base are 
obtained after a data mining, or rule extraction process on data. The rule extraction process 
usually requires the construction of a classifier, induced on the provided data, and from 
which the facts and rules are extracted to be inserted in the knowledge base. 

Hybrid approaches of the above also exist where the symbollycally represented knowledge of the 
human expert is used to bias the construction of a classifier, which is then subsequently refined 
using captured data. New, refined facts and rules are then extracted from this classifier to populate 
the knowledge base.

The Tacit Object Modeller (TOM), presents a totally different approach to producing a virtual 
expert. A classifier is constructed from actual decisions made by the human expert. Representative 
cases are produced by a domain sampler, presented to the human expert, and the outcome of the 
human expert is recorded. In so doing, a data set is constructed to reflect the actual decision of the 
human expert on a sufficient number of representative cases. Decision tree technology is used to 
induce a classifier, provided this data set as input. The produced classifier then accurately reflects 
the decision-making process of the human expert. The classifier is the virtual expert, and is used as 
a predictive modeller to, provided a new case, mimic the human expert by predicting the 
corresponding outcome. 

TOM differs substantially from existing approaches to the construction of virtual experts, as noted 
below:

• TOM does not follow the tedious process of knowledge solicitation that expert systems 
require in order to “extract” knowledge directly from the human expert into symbolc form. 
This process is made more complex due to the fact that the knowledge solicitor is not a 
subject specialist, and the human expert usually has problems understanding the symbolic 
language used to represent his/her knowledge. This missalignment of expertise between the 
knowledge solicitor and the human expert usually results in knowledge capturing errors.



• TOM does not follow the very time consuming process of analyzing huge amounts of stored
data, using data mining tools. Data mining from huge data sets produces a large number of 
problems, such as incorrectly captured data, data measured in different units, outliers, 
missing information, redundant and irrelevant features, redundant and irrelevant cases (data 
patters), amongst other issues that have to be resolved during a preprocessing step. 
Construction of a classifier using a huge data set is computationally expensive, and usually 
results in overly complex classifiers. Overly complex classifiers result in very complex rule 
sets and facts extracted from the classifier.

• TOM uses a clever, directed approach to produce representative cases for the human expert 
to produce an outcome on. The domain is sampled such that the probability of the virtual 
expert making an error is minimized, directing the data sampler to those areas that are most 
informative to the decision tree induction process. As a result, the number of cases (data 
patterns) required to induce a very accurate decision tree, i.e. a classifier that very accurately
models the knowlegde of the human expert, is minimized, consequently significantly 
reducing the computational cost of constructing the virtual expert.

• TOM's classifier construction process includes the ability to incrementally update the 
knowledge that it represents as new cases become available. Most traditional classifier 
models have to be retrained when new cases are provided.

• TOM includes a committee of virtual experts, where more than one human expert on the 
same domain can be modelled. Each virtual expert represents one human expert, and a 
process is employed to predict an outcome using the opinions of multiple experts.

• The virtual expert, produced by TOM, has an embedded explanation facility and a built-in 
feature selection process. The built-in feature selection process ensures that the classifier is 
constructed using only relevant, and most importantly, the most relevant features. The 
explanation facility provides to the user an explanation of the decision path that was taken to
reach a specific outcome.

In summary, TOM provides a computationally efficient approach to intelligently model the 
decision-making ability of a human expert directly from decisions made by the human expert. TOM
is not just a black-box model of a virtual expert, but can provide explanations as to why and how it 
came to a specific decision. Sound statistical analysis approaches are used to assign a confidence 
level to the decision made using TOM.


